YANK: Free energy calculations made easy. 


PARTICIPANTS 


John D. Chodera - QB3-Berkeley 
Kim Branson - Vertex Pharmaceuticals 
Vijay S. Pande - Stanford 


GOALS 
  
Explore the accuracy of implicit solvent models for estimating protein-ligand binding free energies using correct classical statistical mechanics. 


Provide a testbed for enhanced sampling algorithms in implicit solvent (and potentially later, explicit solvent). 


Determine how much consideration of proper stat mech affects "rescoring" 


Allow alchemical free energy calculations of ligand binding to be accelerated by cheap and readily available GPU-based display and compute cards using the OpenMM library 


Eventually, provide a useful tool for pharma to make use of alchemical free energy calculations, occupying a niche between docked pose rescoring methods and full-blown explicit solvent studies  
  
MILESTONES 


STAGE I:  FIRST STEPS 
With this stage done, we’d have something working that one could use pretty generally, and we can add “bells and whistles” in time later.  I see getting Stage I done is what Kim likely originally intended and I’d love to see it get this part done soon.  The other parts may take some time, but I think other group members in my lab would likely be interested in participating parts. 
  
  
* Milestone 1 : Feasibility 
  
Compile and run OpenMM on some production hardware, and benchmark a real-size system (e.g. trypsin in ffamber03) to determine how many ns/day we can get out of a protocol that conserves energy well over 100 ps.  For this stage, we can use either a forcefield loader written in C++ for OpenMM, pyopenmm (if we can get it to run), or the 
gromacs-OpenMM hybrid. 
  
JDC: For reference, my Amber benchmark of trypsin gets only 36 ps/day on my Intel Core 2 Duo 2.4 GHz MacBook Pro.  If we can get up to ~ 1 ns/day, it would be very much worth proceeding. 


  
Molecule 
# Atoms 
Force Field 
Platform 
ns/day 
Improvement 
fip35 
544 
parm03 
CPU/AMBER 
4.5 
- 
fip35 
544 
parm03 
ATI 
151.5 
34 
fip35 
544 
parm03 
Nvidia 
716.5 
159 
villin 
582 
parm03 
CPU/AMBER 
3.9 
- 
villin 
582 
parm03 
ATI 
149.3 
38 
villin 
582 
parm03 
Nvidia 
646.4 
166 
lambda 
1254 
parm03 
CPU/AMBER 
0.79 
- 
lambda 
1254 
parm03 
ATI 
116.4 
147 
lambda 
1254 
parm03 
Nvidia 
233.6 
296 
a-spectrin 
5078 
parm99 
CPU/AMBER 
0.023 
- 
a-spectrin 
5078 
parm99 
ATI 
13.2 
574 
a-spectrin 
5078 
parm99 
Nvidia 
21.1 
917 
Benchmarks from Friedrichs et al JCC paper (OBC implicit solvent). 
ATI: Radeon HD 4870 GPU; NVIDIA: GeForce GTX 280 GPU. 


VSP: Note that OpenMM can do explicit solvent reasonably fast as well (I can paste those benchmarks if there is interest).  
  
JDC: Are there existing energy conservation benchmarks?  Are these benchmarks with OBC, no cutoffs, 2 fs timestep, and GB radii updates every timestep? 


VSP:  Yes, please check out the Friedrichs et al JCC paper: http://dx.doi.org/10.1002/jcc.21209 


2009-07-06  JDC : Milestone 1 has been conditionally passed.  We are able to get stable, fast, energy-conserving trajectories on some platforms, but discovered other platforms (like the NVIDIA GeForce 9600M GT in my MacBook Pro and Kim's NVIDIA GT 120) produce subtle but important errors.  For now, we have decided to press ahead with GeForce GTX 285 or Tesla cards. 


JDC: Benchmark results on T4 lysozyme L99A + 1-methylpyrrole (2616 atoms) on NVIDIA GeForce GTX 285 in my Mac Pro [AMBER parm96 + GAFF + AM1-BCC + OBC GBSA, without cutoffs]:   


10 x 1 ps GPU MD with 1 fs timesteps = 20.7 ns/day 
4 x 2.5 ps GPU MD with 1 fs timesteps = 27.2 ns/day 
2 x 5 ps GPU MD with 1 fs timesteps = 30.4 ns/day 
1 x 10 ps GPU MD with 1 fs timesteps = 32.3 ns/day 


* Milestone 2 : Proof of concept 


Write a small demonstration program that performs a standard FEP calculation using MBAR for analysis, using the algorithm 
  
  for each alchemical state k = 1:K 
    for each iteration n = 1:N 
      integrate T steps of dynamics with thermostat 
      for each alchemical state l = 1:L 
        compute potential energy of current configuration at state l and store it 
  reprocess all data with MBAR 
   
This will give us an idea of how *accurate* the calculation will be for a test system (here, we'll test T4 lysozyme L99A).  It only requires we implement a rudimentary decoupling scheme, which involves imposing restraints (bonds, angles, torsions) and modifying ligand-protein interactions, for which there are already API calls to do this. 


Unless we wish to implement support for the multiple-orientations calculations David Mobley had to do with the lysozyme paper, we will use replica-exchange among alchemical intermediates along with a less restrictive restraining scheme to allow the ligand to reorient in the binding site while decoupled.  This should provide advantages in efficiency as well, since correlation times are reduced for fully-interacting replicas.  If the replicas are seeded with different configurations (such as multiple ligand poses, or even different homology models of the protein) comparison of binding affinity estimates from the replicas provides a built-in check of convergence.  Only a small modification of the above protocol is required: 


  for each iteration n = 1:N 
    for each replica k = 1:K 
      mix states among replicas (Gibbs sampling) 
      integrate T steps of dynamics with thermostat 
      for each alchemical state l = 1:L 
        compute potential energy of current configuration at state l and store it 
  reprocess all data with MBAR 
  
If it looks like the accuracy is not unreasonable, we can move on to subsequent stages: making free energy calculations efficient enough to be useful on the 8-24h calculation timeframe. 
  
The proof of concept will be carried out in C++ because the Python bindings provided in the pyopenmm project are currently incomplete.  Eventually, we will migrate to Python for as much as is possible without slowing things down. 


For future consideration: Protomol now supports some features of OpenMM, and these can be accessed through the MDL Python interface.  
  
* Milestone 3 : Efficiencies and improvements 
  
We'll need the OpenMM programmers to implement soft-core LJ to ensure stable simulations and estimates. 
VSP: This should be easy and I’m happy to commit to this. 
VSP suggests moving up the timetable for implementing tabulated interactions may be sufficient for this. 


We will also need to figure out a more efficient way to compute the potential energy at all alchemical states, since currently, all energy calculations are done on the CPU.  This could easily mean that the infrequenty energy calculations are the bottleneck. 
VSP: Peter E. can likely have some ideas (we’ve already tweaked the API for what other people have wanted). 
JDC: Kai Kolhoff is almost finished with the GPU-accelerated energy evaluations, which will likely be enough.

  
STAGE II:  ADDED FEATURES 
  
* Milestone 4 : Additional expanded-ensemble and replica-exchange functionality 
  
We can explore further expanded-ensemble and replica-exchange functionality. 
VSP: Xuhui has ST into the GPU code and the plan is to have ST in OpenMM.  We should mention to Peter E the plan here and he can develop a reasonable interface for this.  We want to stress ideally the ability to have something reasonably general (eg not just temperature replicas). 
JDC: Ideally, the concept of "thermodynamic state" for expanded ensemble simulations would be made fully general.  Using the concept of "reduced potential energy" from the MBAR paper, the state is specified by a tuple of (temperature, pressure, potential function parameters, and chemical potential), though which thermodynamic parameters are included in this tuple depends on the choice of ensemble [NVT, NPT, muVT, etc.].  To be efficient, the implementation can (1) keep track of those quantities that change from one state to another and only update those thermodynamic or potential parameters that differ between the states, and (2) find some way to efficiently compute the change in reduced potential among all states in between integration on the GPU.  Use of Gibbs sampling or Metropolized Gibbs (see work from Michael Shirts and JDC) eliminates parameter choices for ST proposal moves. 
VSP: Also, ASM generalizations could be interesting. 
JDC: Expanded ensembles can help us search over huge chemical spaces (e.g. derivatives) while only focusing on the most important compounds.  


* Milestone 5 : Constant pH and Debye-Hückel screening 
  
AMBER supports a modified GB with Debye-Hückel screening of monovalent cations: 

- Srinivasan, J.; Trevathan, M.W.; Beroza, P.; Case, D.A. Application of a pairwise generalized Born model to proteins and nucleic acids: inclusion of salt effects. Theor. Chem. Acc., 1999, 101, 426–434. [doi]


The constant pH algorithm of David Case and John Mongan should be very easy to implement, since it only involves changing the LJ parameters for the atoms being titrated. 
  
- Mongan, J.; Case, D.A.; McCammon, J.A. Constant pH molecular dynamics in generalized Born implicit solvent. J. Comput. Chem., 2004, 25, 2038–2048. [doi] 
- Mongan, J; Case, D.A. Biomolecular simulations at constant pH. Curr. Opin. Struct. Biol. 15:157, 2005. [doi] 
  
* Milestone 6 : Fused electrostatic and LJ intermediates 
  
There are more efficient pathways for decoupling than discharging followed by decoupling.   
We could use one of the several methods floating around for decoupling both LJ and electrostatics at the same time, reducing the number of alchemical intermediates needed.   
This would require implementation of new GPU kernels for these interactions, or could potentially be implemented by tabulated nonbonded interactions. 
TODO: List some examples from the literature. 


* Milestone 7 : Mixing efficient Monte Carlo moves 


We can greatly enhance the efficiency of sampling conformational changes by mixing in Monte Carlo moves. 
There is no theoretical problem with this provided the simulation is viewed as a Markov chain Monte Carlo (MCMC) simulation consisting entirely of MC moves, where the MD moves are actually hybrid Monte Carlo (HMC) moves. 
TODO: List some examples from the literature.  J-walking? 


* Milestone 8 : Support for explicit-solvent calculations 


Nearly all of the ideas used here employing MC moves could be carried over into the explicit solvent regime using one critical trick:  
The instantaneous switching work must be replaced by the nonequilibrium work for a finite-time switching operation. 
The first use of this trick I know about in the literature is in Harry Stern's constant-pH paper: 


H. A. Stern, "Molecular simulation with variable protonation states at constant pH," J. Chem. Phys. 126, 164112 (2007) erratum 



* Milestone 9 : Markov models of conformational dynamics 


* Milestone X : Switch to Python codebase 


Only essential components should be written in C++.  The rest should be migrated to Python. 
The API exposed by pyopenmm needs to be complete, first. 


* Milestone X : Integrated modeling / system setup pipeline 


There's no real reason we couldn't also model in missing atoms and residues using OpenMM.  In fact, this would provide a much more consistent approach. 


* Milestone X:  Integrate NML 
  
I would suggest we try NML at some stage, perhaps around Milestone 3 or 4 (that would time out well).   
JDC will have to look into the statistical mechanics of NML, and how we will have to deal with this to get accurate free energy calculations. 
VSP:  PS One idea to consider when checking out NML is whether the Hessian calculated could itself be useful for entropy estimation in the MMGBSA scheme. 
Also, MSM/ASM schemes could be interesting to build a better estimator for the quantities of interest. 


